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Abstract
Natural language processing provides a quantitative framework with which to explore human cultural dynamics. Although this
approach is less commonly used in the natural sciences, the text employed in scientific publications preserves a historical record
of the development of disciplines as they evolve and mature. A high-throughput text mining study was performed here to
investigate patterns of word use in publications dealing with phylogenomics. Over 2000 research articles in the field were
surveyed, revealing the words whose frequency of use has shown the strongest positive correlation with time. Notably, concepts
such as gene tree discordance and the susceptibility and discriminatory power of phylogenomic datasets were found to be among
the strongest trending topics in the field. As systematics transitioned into a big data science, such obstacles to phylogenetic
reconstruction were not left behind. On the contrary, phylogenomics opened a new door to explore these phenomena and their
biological significance, becoming the focus of new theoretical and practical developments.
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A revolution only lasts fifteen years, a period which
coincides with the effectiveness of a generation.
José Ortega y Gasset (1929) - The Revolt of the Masses

Approximately fifteen years ago, phylogenetic systematics
entered a new era. Driven by technological developments in
both data gathering and processing, the discipline underwent
its own equivalent of a big data revolution. As a consequence,
the field of phylogenomics was born. Although originally re-
ferring to phylogenetic approaches to gene function prediction
(Eisen et al. 1997; Eisen 1998), the term phylogenomics (and
by extension phylotranscriptomics) now usually refers to the
use of genome-scale data to infer phylogenetic relationships.
Like other revolutions that came before it (such as the intro-

duction of Hennigian logic, the development of computer-
assisted inference, and the first availability of molecular data),
it led to a renewed faith that Darwin’s dream, to Bhave fairly
true genealogical trees of each kingdom of Nature,^ was soon
to be fulfilled. Although tremendous advances in this direction
have been achieved, the lessons learned also extend far be-
yond a more precise understanding of the tree of life and into
many other fields in the biological sciences. Such conceptual
innovations, like other types of cultural trends, can be inferred
from the high-throughput collection and analysis of text data
(Michel et al. 2010). The words used (and topics explored) in
scientific articles preserve a historical record of the evolution
of scientific disciplines (Mei and Zhai 2005). Here, I use text
mining methods to survey over 2000 research articles in
phylogenomics and reveal the words whose frequency of
use exhibits the strongest positive correlation with time. By
focusing on these trending concepts, I hope to provide a better
picture of the development of the field, as well as uncover the
most significant ways in which it has modified our under-
standing of evolutionary history.

All analyses were performed in the R environment (R Core
Team 2017) using code available in https://github.com/
mongiardino/text-mining, which allows results to be fully
reproduced and is structured as a tutorial in web scraping
and text mining with R. Research articles published between
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the years 2003 and 2017 and mentioning Bphylogenomics^ in
the main text were scraped from the websites of six scientific
journals using R packages rvest (Wickam 2016) and
RSelenium (Harrison 2016), as well as the headless browser
PhantomJS (http://phantomjs.org/). CSS selectors were
identified using SelectorGadget (https://selectorgadget.com/).
Journals targeted were either specialized in phylogenetics and
molecular biology (Genome Biology and Evolution,
Molecular Biology and Evolution, Molecular Phylogenetics
and Evolution, and Systematic Biology) or of broad interest
to the biological community (PLOS One and Proceedings of
the Royal Society B). Although phylogenomic research has
been published in a much wider set of scientific journals,
preliminary analyses revealed these journals to be the ones
most strongly enriched in papers in the field (only ones with
> 150 search results). A total of 2056 articles were analyzed,
representing over 6 million word instances. The number of
articles per journal and year can be found in Fig. S1.

Texts were processed using tidy data principles (Silge and
Robinson 2016; Wickham and Grolemund 2016). Stop words
(extremely common words that contain little meaning), num-
bers, and citations were removed, and words were stemmed
(i.e., reduced to their root) using SnowballC (Bouchet-Valat
2014). Stem usage frequency was calculated as their number
of occurrences in a given year divided by the total number of
words published in that same year. In order to focus on rela-
tively common concepts, analyses were restricted to stems
found in at least ten of the years covered and present across
more than 10% of all articles. These filtering criteria reduced
the dataset to a total of 1543 stems that are relatively common
both through time and across articles. Spearman’s rank corre-
lations were used to explore the relationship between usage
frequency and time. A total of 224 terms were shown to have a
significant correlation with time (P < 0.05) after Benjamini
and Hochberg correction for multiple comparisons (a
complete list of these is available as Table S1). The majority
of these terms (84%) show a positive relationship with time.
These are referred to as trending topics and form the basis of
this article; they are shown in italics upon their first occurrence
(see below). Occasionally, topics experiencing a negative
trend are also mentioned. Throughout, results are interpreted
under the assumption, common among bibliometric studies,
that the relative use of a term is a good indication of its rele-
vance (see for example Michel et al. 2010; Thompson et al.
2016; Candia et al. 2018).

Phylogenomics is unquestionably a data-intensive disci-
pline, a member of the fourth paradigm of scientific research
(Bell et al. 2009). As such, it is defined by technological
developments that allow high-throughput data to be collected,
curated, and analyzed at massive scales. Next-generation
sequencing methods first rendered genome-scale molecular
information available, enabling the construction of phyloge-
netic datasets from either entire genomes and transcriptomes

or through the targeted capture of large numbers of
preselected loci and single-nucleotide polymorphisms. The
exponential increase in the scale of data being handled re-
quired a shift from manual curation to the use of automated
pipelines in charge of tasks such as de novo genome assembly
and annotation. With analyses becoming more computation-
ally demanding, significant efforts were devoted to develop
software able to produce reliable results on manageable time-
scales. As sequencing and computational efficiency im-
proved, researchers became able to tackle phylogenetic ques-
tions of ever-increasing breadth and depth. This has had a
profound impact on evolutionary biology at all scales, from
the study of population-level ecological processes and species
delimitation, to the history of clades across millions of years.

All of these words relate directly to the methods and scope
of the discipline and so can be thought of as largely defining
the phylogenomic research program; their inclusion among
the most strongly trending concepts is therefore not surprising.
There is another group of words, however, whose recovery
reveals much more about the conceptual changes that this new
era has brought about (Fig. 1).

Gene tree discordance (Fig. 1a), the lack of topological
agreement among genetic markers, was largely disregarded
in the pre-genomic era as an anomaly stemming from a limited
character sampling. However, the virtual eradication of sam-
pling artifacts has in fact endowed this multiplicity of geneal-
ogies with statistical significance (Jeffroy et al. 2006; Galtier
and Daubin 2008). Incomplete lineage sorting is considered
the most common mechanism responsible for this phenome-
non (at least at shallow divergence times), leading to the de-
velopment of methods that explicitly account for its occur-
rence, as well as to the widespread adoption of coalescent
theory (Edwards 2009).

Minimizing stochasticity has also revealed how susceptible
(Fig. 1b) topological inference can be to systematic errors
(Philippe et al. 2005). The evolution of whole genomes is a
complex and multifactorial process, often producing a mixture
of signals that have historical (i.e., phylogenetic) and non-
historical origins (Phillips et al. 2004). Among the latter,
forces dictating the rate of molecular evolution and the com-
positional spectrum of new mutations can leave a strong mark
on the genome, driving analyses to inconsistency if not
accounted for. Although complex models that explicitly incor-
porate these phenomena exist, they are often too computation-
ally demanding to implement with large datasets. As a conse-
quence, trimming algorithms that reduce the impact of model
misspecification by identifying and filtering data that show
deviating evolutionary behaviors have also become increas-
ingly common (Nesnidal et al. 2010; Struck et al. 2014).

Even when all of these potential issues are accounted for,
phylogenomic data might simply lack the necessary power to
confidently discriminate (Fig. 1c) among alternative evolu-
tionary scenarios. Several challenging nodes have been
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identified, generally associated with a series of deep and rapid
speciation events (Shen et al. 2017). Phylogenetic signal sur-
viving from these fleeting moments in the history of life may
be more elusive than we once thought, forcing us to embrace
uncertainty (King and Rokas 2017).

These three issues (gene tree discordance, susceptibility to
non-historical signals, and lack of discriminatory power) were
well known in the pre-genomic era (e.g., Hillis and
Huelsenbeck 1992; Maddison 1997; Foster and Hickey
1999). Nonetheless, they were largely absent from the earliest
articles in phylogenomics (Fig. 1), probably considered to
have been left behind as phylogenetic systematics transitioned
into a big data science (e.g., Rokas et al. 2003). Their gradual
increase in occurrence as the field matured shows that, on the
contrary, these are very much problems of the present.
Although some would argue that they constitute failures of
the approach, they s imply reveal how much we
underestimated the complexities of the endeavor. It was only
through the availability of massive amounts of molecular data
that we finally understood that phylogenetic history and the
signal that survives from it today is the result of a myriad of
processes shaping variation across the biological hierarchy,
from molecules to lineages.

As a consequence, it can be argued that not all sequence
data is useful for reconstructing true evolutionary
relationships—at least not when analyzed using our current
models of molecular evolution. The initial over-reliance on
data quantity is therefore waning (Philippe et al. 2011), a ten-
dency that parallels the development of other data-intensive
disciplines (Boyd and Crawford 2012; Kaisler et al. 2013;
Chen and Zhang 2014; Kaplan et al. 2014). As researchers
have become increasingly aware that phylogenomic results
are sensitive to decisions regarding taxon sampling (Pick
et al. 2010; Betancur-R et al. 2018), data type (Reddy et al.

2017), filtering protocols (Francis and Canfield 2018), and
model choice (King and Rokas 2017), terms such as
Bcongruence^ and Baccuracy^ have experienced a significant
decrease in use (see Table S1), being two to three times less
common today than they were fifteen years ago. However,
even though model violations are likely ubiquitous in
phylogenomic analyses (Kumar et al. 2012; Naser-Khdour
et al. 2018) and strongly influence their outcome (e.g.,
Kocot et al. 2017), no term associated with specific biases
(such as heterotachy or compositional heterogeneity) was re-
covered in our analysis. Even though this might reflect the
plurality of sources of error affecting phylogenomic matrices,
it may also indicate that a stronger focus is needed on the
effect that biases have on published results. The only source
of error recovered among the set of significantly trending con-
cepts was contamination. Although its ubiquitous presence in
high-throughput molecular data has long been recognized
(Longo et al. 2011; Lust 2014), tools to clean phylogenomic
datasets and assess the impact of contaminant reads on topo-
logical inference have only recently become available for non-
model organisms (Lafond-Lapalme et al. 2017; Simion et al.
2018; Mai and Mirarab 2018).

Even if the path has not been as smooth as originally ex-
pected, phylogenomics has unquestionably brought us closer
than ever to fulfilling Darwin’s dream (Delsuc et al. 2005).
Evenmore, it has provided us with a unique perspective on the
processes that generate, preserve, and degrade the historical
signals left behind by the diversification of life on Earth. For
example, the same confounded patterns of molecular data
once considered to be a major impediment to inferring true
evolutionary histories (Gee 2003) are now exploited to further
our understanding of the geographic setting of speciation
(Foote 2018) and improve our estimates of divergence times
(Ogilvie et al. 2018). As better tools are developed to make

Fig. 1 Selected trending concepts in phylogenomic research. Frequency
represents the number of word instances divided by the total number of
words published in a given year. Error bars represent ± 1 standard error,

estimated using 1000 corpora built by bootstrapping articles. Lines
correspond to cubic regression splines. The legend includes the most
common inflacted variants of the stems
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sense of the discordance, susceptibility, and discriminatory
power present in phylogenomic data, we can only expect to
further unravel the complex layering of factors that have de-
termined biological history.

Publisher’s note Springer Nature remains neutral with regard to jurisdic-
tional claims in published maps and institutional affiliations.
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